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ABSTRACT
Big data systems such as Hive and Spark are pervasive for largescale data analytics in many domains such as finance, e-commerce
and science. For engineers working with these system, debugging
and optimizing distributed queries are daily routines but the tasks
are challenging due to the complexity of distributed query execution. Many visual analytics tools have been designed to help
understand query execution but we find they are insufficient for
our use cases in both effectiveness and usability. Most of them track
query execution on operator level but more fine-grained understanding of atomic task level is necessary for applications such as
tracking deadlock and detecting data skew. They also lack linkage
among views and fail to properly correlate system performance
with query execution, which makes interactive exploration difficult.
To visualize many atomic tasks with complex dependencies, our
QEVIS comes with tailored visualization designs that allow to easily
observe clusters, trends and outliers in tasks. Moreover, we propose
novel anomaly scores that can narrow down analysis from an overwhelming number of tasks to a few suspicious ones. Apart from
fine-grained task level information, QEVIS also comes with multiple views to (1) show overall query plan and execution process;
(2) display system status and correlate with execution progress; (3)
show detailed information of components (e.g., operator, machine
and task) on demand. These views are well coordinated by linking
related components across different views to provide a comprehensive understanding of distributed query execution. Moreover,
QEVIS also allows both monitoring of running queries and analyzing executed queries. The effectiveness of QEVIS is demonstrated
using four case studies from our production use.

1

INTRODUCTION

Our industry collaborator, like many big organizations, extensively
uses distributed systems (e.g., Hive [2, 40], Spark [4], Hadoop [18],
Tez [5] and Flink [19]) for large-scale data analytics. Thus, debugging and optimizing distributed queries constitute a major part of
our engineer’s daily work, which require fine-grained understanding of the query execution process. Frequently asked questions
include “Where does the query execution time go?”, “What is the
bottleneck of the executed query?”, “How can I improve the performance of a specific query?”, “Why does the query run slower
than before?”. However, even the most experienced engineers find
it difficult to answer these questions due to the inherent complexity
of distributed query execution, e.g., many inter-dependent atomic
tasks spawned by a query and complex influences of the underlying
cluster and concurrent jobs.

As visualizations allow intuitive understanding, many visual analytics tools have been developed for distributed query execution,
e.g., Tez UI [14], Spark UI [12] and Dr. Elephants [8], which will
be discussed in detail in Section 6. Our tryouts in production find
that these tools are insufficient due to three limitations. (1) They
either separate system performance profiling from query progress
monitoring or do not support system performance profiling at all,
which makes it difficult to reason query performance and identify
system problems. (2) They provide limited interactions among different views (e.g., system, query, task), leading to poor usability as
users have to manually switch among different views and reason
the connections among the views. (3) Most of the tools analyze
query execution at the operator level but an operator is actually
executed by many distributed tasks. Thus, fine-grained task level
analysis is essential for use cases such as identifying hardware
problem, tracking deadlock and detecting data skew. We find that
there are three main challenges in performing fine-grained visual
exploration of distributed query execution at task level.
• A larger number of atomic tasks: A query usually invokes a
large number of parallel atomic tasks executed in the distributed
machines. Directly visualizing all the tasks will overwhelm users.
These tasks may exhibit significant differences in their computation complexity, data access pattern, memory requirement,
network transfer, and consequently execution time. Thus, longrunning tasks are not necessarily anomalies, and it is difficult to
pinpoint suspicious tasks for human inspection.
• Complex dependencies among the tasks: A task usually takes
the outputs of other tasks as inputs, which results in data dependencies among the tasks. These dependencies can be very
complex considering a large number of atomic tasks, different
types of dependencies among the tasks (e.g., synchronous or
asynchronous) and the fact that the tasks are executed distributively. It is difficult to visualize the complex dependencies and
use the dependencies to trace performance problems.
• Complicated system influences: System statuses such as network bandwidth, memory capacity and CPU utilization directly
influence the execution of atom tasks. However, different resources influence tasks in different ways as the tasks have different resource requirements, e.g., some are network-bound, some
are computation-bound, some are memory-bound. These complexities make it difficult to correlate task execution with system
performance and identify system causes of execution problems.
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To fix the limitations of existing tools and tackle the challenges,
we decide to design QEVIS, our own visual analytics tool for distributed query execution, from scratch. By examining our production use cases, we set the following design goals:
• Show overall query execution process: On the high level,
a query is modeled by a directed acyclic graph (DAG) where
vertices correspond to operators. QEVIS should show the logical
dependencies among the vertices and how the vertices are executed over time to provide an overall understanding. Information
of each vertex, such as sub-steps and task parallelism, should
also be visualized.
• Support fine-grained task-level analysis: On the detail level,
atomic task is the minimum execution unit in distributed systems. QEVIS’s visualizations should allow users to easily identify
patterns in atomic tasks (e.g., clusters, trends, outliers) and understand the dependencies among tasks. Detailed information of
task (e.g., the worker that executes it, amount of processed data,
and dependent tasks) should also be provided on demand.
• Correlate system statuses with execution progress: QEVIS
should show system performances, including CPU and memory utilization, and network transfer. System performance and
query execution progress should be jointly visualized and aligned
in time such that users can easily reason the relation between
system performance and query execution.
• Provide coordinated linkage among views: Components in
different views (e.g., operator, task and machine) should be well
linked to make interactive exploration easy. For example, we
users select an operator, the tasks of the operators and the machines that run the operators should be highlighted.
• Identify possible anomalies: QEVIS should detect and visualize possible anomalies in the operators, machines and tasks,
which helps users narrow down the scope of exploration and is
crucial given the large number of tasks.
• Allow both real time tracking and post analysis: Besides
tracking the execution of query in real time, QEVIS should also
support storing query execution data for analysis afterwards.
QEVIS should also allow users to select multiple queries to compare their execution processes (e.g., different runs of the same
query), which is very useful in diagnosing problems.
To meet the design goals, QEVIS provides four coordinated views
and a suite of interactive methods for multi-view understanding
and analysis of query execution. We also follow the well recognized
visualization mantra “overview first, zoom and filter, details on demand” [37] in the design. For the Query Overview, we first design
a tailored algorithm to layout the temporal directed acyclic graph
(TDAG) to show the overall query execution progress, which considers both temporal information of execution process and topology
information of query plan. Then, we visualize the anomaly scores
for the operators and machines to provide an overall perception
of potential anomalies. In the Entity List View, we show detailed
statistics at multiple levels (vertex, vertex-machine, task), in which
users can get detailed information for the element of interest (e.g.,
time usage and data size). In the System View, we integrate task

distribution with system performance, enabling users to associate
task execution with system statuses. Moreover, we provide a suite
of interaction methods for users to navigate among different levels
of exploration. Linkage mechanism is also incorporated to associate
related items in different views.
QEVIS has been used in our production environment for 2 months
and by more than twenty engineers. The engineers found that
QEVIS helps gain intuitive understanding of the query execution
process, easily identify query bottleneck and system problems. To
show demonstrate how QEVIS is used in our company, we include
four case studies, which show QEVIS helps identify system problems, reason task failures and understand data skew. Although our
current implementation is based on Hive, the visual designs of
QEVIS are general for other distributed systems (e.g., Tez [5] and
Spark [4]). We are planning to extend QEVIS to other systems by
modifying the module that collects execution data from system log.
To sum up, we made the following three main contributions.
• Identify requirements of visual analytics tools for distributed query execution: We extensively survey existing visual analytics tools for query execution (see Section 6) and identify their limitations according to our production use cases and
tryout experiences. By analyzing the challenges of obtaining
fine-grained understanding of query execution, we list concrete
design goals for QEVIS, which can guide the design of similar
systems.
• Design visualizations and interactions in QEVIS: We design
a set of visualizations that effectively show the query execution process from different aspects, e.g., operator, machine and
tasks. With tailored interaction designs, users can easily navigate
among different visualizations, and rank, compare and inspect
the detailed information of the visual components.
• Propose novel anomaly scores: By analyzing ideal parallel
execution, we propose two anomaly scores based on execution
statistics, which allow users to quickly pinpoint suspicious tasks,
operators and machines during analysis.

2

PRELIMINARY ON DISTRIBUTED QUERY
EXECUTION

In this part, we use Hive as an example to provide some background
about distributed query processing for further discussion. Specifically, Hive processes a query via three steps as shown in Figure 1
and we elaborate each step as follows.
• (1) Generate execution DAG: The SQL query issued by user
(see Figure 1(a)) is first converted to an optimized execution plan
(e.g., determine a good order for the join operators) by the query
optimizer (e.g., Calcite [16]). The execution plan is then complied by the underlying execution engine (e.g., Tez [36], Hadoop
or Spark) to generate a Directed Acyclic Graph (DAG) (see Figure 1(b)). In the DAG, each vertex corresponds to a sequence
of operators (such as filter and aggregate) that conducts some
sub-steps of the query. A vertex can be either a map vertex or
a reduce vertex depending on it conducts map tasks or reducer
tasks. The vertices have data dependencies in that each vertex
consumes the outputs of its incident vertices as input.
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(a) Map-reduce Jobs DAG
select
d_year, s_city, p_brand1,
sum(lo_revenue - lo_supplycost) as proﬁt
from
dates, customer, supplier, part, lineorder
where
lo_custkey = c_custkey
and lo_suppkey = s_suppkey
and lo_partkey = p_partkey
and lo_orderdate = d_datekey
and c_region = 'AMERICA'
and s_na�on = 'UNITED STATES'
and (d_year = 1997 or d_year = 1998)
and p_category = 'MFGR#14'
group by
d_year, s_city, p_brand1
order by
d_year, s_city, p_brand1;
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Figure 1: The query processing workflow in distributed system (Use Hive as an example).
task 12

• (3) Run tasks: The resource scheduler (e.g., Yarn [41]) dispatches
the tasks to the machines in the distributed system and executes
them to obtain the query result (see Figure 1(d)). Each task takes
a piece of data as input and executes all the operators in its corresponding vertex in the DAG. To track the fine-grained execution
process of the tasks, we decompose each task into five sub-steps.
For a map task, the sub-steps are Initialize, Input, Process, Sink,
Spill. For a reduce task, the second sub-step is Shuffle instead of
Input. Note that the data read by a task could come from local
files or upstream tasks on remote machines.

3

SYSTEM ARCHITECTURE

We design QEVIS as a web-based visualization analysis tool for
query execution. As shown in Figure 4, i.e., data collection layer,
data processing layer and analysis layer.

3.1

Data Collection Layer

This layer connects with distributed systems to collect query execution information via the stream log engine, which is implemented
using Kafka. Specifically, it collects two kinds of information about
each query: (1)basic information such as query statement, execution
DAG and cluster configuration (e.g., number of machines, number
of workers in each machine) and (2) query execution log, which
describes how the tasks are executed and the statuses of the system (e.g., CPU and memory utilization of the machines, network
communication). We re-direct Hive log to the stream log engine to
track query execution in real time and the log is parsed to extract
the following data.
Data model: Two types of data are collected by parsing log, i.e., plan
graph and execution graph. The plan graph describes the execution
plan and can be denoted as G𝐿 = (V𝐿 , R𝐿 ), where V𝐿 is the set of
logical vertices in the execution plan and R𝐿 is the dependencies
among the vertices. The execution graph describes how that tasks
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• (2) Spawn tasks: According to the DAG of map-reduce jobs, the
execution engine (e.g., Tez) generates physical execution plan
by spawning a set of atomic tasks for each vertex. Task is the
minimum execution unit and the tasks of the same vertex run on
different data in parallel. For example, Figure 1(c) illustrates the
task list of Reducer 2 in the DAG of Figure 1(b). Two tasks have
data dependency if the vertices they correspond to have data
dependencies. The output of a task usually needs to be shuffled
via network to serve as input for downstream tasks.
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Figure 2: An illustration of low parallelism and high parallelism.

are executed and denoted as G𝐸 = (T𝐸 , D𝐸 ), where T𝐸 is the set
of tasks and D𝐸 indicates the data dependencies among the tasks.
Each task 𝑡 is associated with a set of attributes ⟨𝑠𝑡, 𝑒𝑡, 𝑑, 𝑣, 𝑚, 𝑆 𝐸 ⟩,
where 𝑠𝑡, 𝑒𝑡, 𝑑 and 𝑣 indicate the start time, end time, duration
and corresponding logical vertex of task 𝑡, respectively. 𝑚 is the
machine 𝑡 runs on while 𝑆 𝐸 contains the sub-steps of 𝑡. We use
𝑡 .𝑎𝑡𝑡𝑟 to denote an attribute 𝑎𝑡𝑡𝑟 of 𝑡 in latter discussions.
The five sub-steps of a map task 𝑡 is recorded as an array 𝑆 𝐸 =
⟨𝑠𝑖𝑛𝑖𝑡 , 𝑠𝑖𝑛𝑝𝑢𝑡 , 𝑠𝑝𝑟𝑜𝑐 , 𝑠𝑠𝑖𝑛𝑘 , 𝑠𝑠𝑝𝑖𝑙𝑙 ⟩ while the sub-steps of a reduce task
is recorded as 𝑆 𝐸 = ⟨𝑠𝑖𝑛𝑖𝑡 , 𝑠𝑠ℎ𝑢 𝑓 𝑓 𝑙𝑒 , 𝑠𝑝𝑟𝑜𝑐 , 𝑠𝑠𝑖𝑛𝑘 , 𝑠𝑠𝑝𝑖𝑙𝑙 ⟩. For each substep 𝑠 ∈ 𝑆 𝐸 , we use 𝑠𝑠𝑡 , 𝑠𝑒𝑡 , 𝑠𝑑 to indicate its start time, end time and
duration, respectively. Note that different steps of the same task
may overlap in time due to pipelining. We use a triplet 𝑣 := ⟨𝑠𝑡, 𝑒𝑡, 𝑑⟩
for each vertex in the execution graph G𝐿 , which records the start
time, end time and duration of the vertex, respectively. The triplet is
deduced from the tasks of the vertex with 𝑣.𝑠𝑡 = 𝑚𝑖𝑛({𝑡 .𝑠𝑡 |𝑡 .𝑣 = 𝑣 })
(i.e., the minimum start time of its tasks), 𝑣.𝑒𝑡 = 𝑚𝑎𝑥 ({𝑡 .𝑒𝑡 |𝑡 .𝑣 = 𝑣 }),
and 𝑣.𝑑 = 𝑣.𝑒𝑡 − 𝑣.𝑠𝑡.

3.2

Data Processing Layer

This layer persists the basic information and parsed log of each
query to the database until execution status indicators (i.e., Pause,
Terminate, Complete) are detected. This enables user to analyze
queries after they are executed. If user wants to analyze query at
execution time, the parsed log is directly delivered to the analysis
layer. A query can have many vertices in the plan DAG and tasks
in the execution graph, which may overwhelm user during analysis. The processing layer also computes anomaly scores to identify
vertices and tasks that worth attention.
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where 𝑡𝑖 .𝑑ˆ is the 𝑖-th smallest duration of the tasks in T . To ensure that the ABS score is in the range of [0, 1], we normalize the
duration of the tasks to [0,1] before computing ABS via
𝑡𝑖 .𝑑ˆ =
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in Figure 3(B and C), the long tail is more significant when task
duration the ECDF has larger area under it. Thus, we define the
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Figure 3: An illustration of normal tasks and long tailed
tasks.

Anomaly score: For a set of tasks T =< 𝑡 1, 𝑡 2, · · · , 𝑡 𝑁 > that
correspond to the same vertex in the plan graph, their distributed
executions are ideal if two conditions are satisfied: (1) they are
executed in parallel and (2) they have similar duration. The vertex
will have a short duration if the two conditions hold, otherwise the
vertex duration may be long (e.g., when the tasks are executed sequentially or one task has significantly longer duration than others),
leading to long query execution time. Execution usually deviates
from the two conditions for reasons that worth investigation. For
example, the parallelism may be low if some tasks wait for data
from upstream tasks or the machines do not have enough resource
to spawn the tasks. The durations of the tasks may vary because
some tasks process more data or these tasks contend for resource
with other systems. Thus, we define abnormal parallelism score
(APS) and abnormal duration score (ADS) to quantify how far execution deviates from the two ideal conditions. Note that larger value
indicates more significant deviation.
APS measures how well tasks are parallelized and is defined as
Í
𝑡 ∈ T 𝑡 .𝑑
𝐴𝑃𝑆 (T ) = 1 −
,
(1)
𝑀𝑎𝑥𝑝𝑎𝑟𝑎𝑙𝑙𝑒𝑙 × 𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛(T )
where 𝑀𝑎𝑥𝑝𝑎𝑟𝑎𝑙𝑙𝑒𝑙 is the maximum number of tasks in T that are
executed in parallel, 𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛(𝑇 ) is the total duration the tasks,
i.e., 𝑚𝑎𝑥 ({𝑡 .𝑒𝑡 |𝑡 ∈ T }) − 𝑚𝑖𝑛({𝑡 .𝑠𝑡 |𝑡 ∈ T }. It can be shown that
𝐴𝑃𝑆 (T ) is in the range of [0, 1]. As shown in Figure 2, if the tasks
are well parallelized, 𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛(T ) will be small and 𝐴𝑃𝑆 (T ) will
be small.
We observe that long query execution time is usually caused
by a few tasks with long duration. As shown in Figure 3(C), a few
long tasks will result in a long tail in the task duration distribution.
To measure the significance of long tail, we use the empirical cumulative distribution function (ECDF) of task duration. As shown

𝑡𝑖 .𝑑 − 𝑀𝑖𝑛(𝑡 .𝑑)
,
𝑀𝑎𝑥 (𝑡 .𝑑) − 𝑀𝑖𝑛(𝑡 .𝑑)

(3)

where the 𝑀𝑎𝑥 (𝑡 .𝑑) and 𝑀𝑖𝑛(𝑡 .𝑑) indicate the maximum and
minimum duration of the tasks in 𝑇 .
We denote the APS and ADS of the tasks of a vertex 𝑣 as 𝐴𝑃𝑆 (𝑇 (𝑣))
and 𝐴𝐷𝑆 (𝑇 (𝑣)), respectively. However, the influence of a vertex
on the entire query depends on not only the anomaly scores of
its tasks but also the impact of the vertex. For example, vertices
with long duration usually have larger influence than vertices with
short duration. Thus, we define the scaled abnormal duration score
(SADS) as
𝑆𝐴𝐷𝑆 (𝑇 (𝑣)) = 𝐴𝐷𝑆 (𝑇 (𝑣)) × 𝐼 (𝑣),

(4)

and scaled abnormal parallelism score (SAPS) as
𝑆𝐴𝑃𝑆 (𝑇 (𝑣)) = 𝐴𝑃𝑆 (𝑇 (𝑣)) × 𝐼 (𝑣),

(5)

𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛 (𝑣)

where 𝐼 (𝑣) = 𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛 (T ) is the ratio of vertex 𝑣’s duration over
𝐸
the execution time of the entire query. Note that both 𝑆𝐴𝐷𝑆 and
𝑆𝐴𝑃𝑆 are in the range of [0, 1], and we can also apply the two scores
to a sub-step for all tasks of a vertex 𝑣.

3.3

Analysis Layer

The analysis layer integrates four coordinated views to support
interactive analysis of the query execution process.
• Query List View shows the basic information all queries whose
query execution processes have been stored in the database. Users
can choose one query to analyze or multiple queries to compare.
• When user selects a query, Progress View show the overall execution progress and the logical dependencies. The Performance
Matrix visualizes the tasks anomaly scores for the vertices and
machines.
• System View consists of two coordinated visual components: (i)
Task Distribution View, which visualizes the task distribution
and the abnormal dependencies among the tasks and (ii) System
Performance View, which shows the performance statistics of
the machine.
• Entity List View provides detailed information about the vertex,
machine and tasks, enabling the users to analyze the execution
statistics at different granularity.
We introduce these views with more detail in the next section.

QEVIS: Fine-grained Visual Understanding of Distributed Query Execution
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Figure 4: QEVIS system consists of three layers. The logs and query status are collected and processed by a stream data engine
in the data collection layer. The middle layer is the data processing layer, which monitors the query progress, saves the data to
the database, and provides web service. The analysis layer performs basic data analysis and provide user interface with rich
visualization and interaction.

4

VISUALIZATION AND INTERACTION
DESIGN
4.1 User Interface
he user interface (Figure 5) consists of four components: 1) Query
List View 5 allows users to quickly scan basic information of the
query candidates and select the query of interest; 2) Query Overview
displays the general anomaly degree and overall query execution
with two sub-views, which allow users to quickly build the overall
conception, identify the region of interest and compare the different
query executions. 3) Entity List View shows the statistics information at three levels, vertex level, vertex-machine level and task level.
This view can help users to reason the patterns discovered during
the exploration. 4) System View integrates the task distribution
and system profiling with the aligned timeline, allowing users to
explore the relationship between task execution and system status.
At last, the interaction and view linkage are introduced.

4.2

Query List

Query List (Figure 5(A)) provides a list of query candidates which
users can select for further analysis. It consists of a series of collapsed panels to indicate query candidates. In the collapsed mode,
each row only displays the name of the query. Moreover, we use
icons
and
on the right side to show a query is completed
or being executed. The user can extend the panel by clicking the
triangle icon on the left side to get the detailed information of the
query, which is shown in Figure 5(A). In the extended panel 5(A1),
the execution plan is shown as a DAG placed on the left side. In
this component, we use Dagre [6], a Javascript library, to generate
the DAG layout for a layered graph style and visualize the edges
with the Bezier Curves. The Map vertices and Reducer vertices are

colored orange and green for clear identification. The basic parameters of a query are shown in a widget on the right side, including
the number of Map and Reducer vertices, the number of machines
executing this query, and the duration of the query. In this view,
the user can download the SQL statement by clicking the icon
or select multiple queries by clicking the icon
. The selected
queries will be displayed in other views for further analysis.

4.3

Query Overview

Query Overview in Figure 5(B) aims to provide an overall execution
of selected queries, including the overall time usage and anomaly
degree with respect to machines and vertices. For each chosen query,
there are two sub-views: the Performance Matrix view (Figure 5(B1))
and Progress View (Figure 5(B2)). Users can show or hide these two
views by clicking icons and , respectively.
4.3.1 Anomaly matrix view. Anomaly matrix view assists users
in quickly observing the general anomaly degree. We implement
a matrix-based visualization (Figure 5(B1)) to show the anomaly
scores in the context of vertices and machines. The horizontal
direction indicates the vertices and the vertical direction indicates
the machines. The first row in the anomaly matrix displays the
anomaly score by the whole vertices. The cell in 𝑚’s row and 𝑣’s
column present the anomaly score of a task set of a vertex 𝑣 executed
on the machine 𝑚. We plot a piechart in a cell to display the scores,
which is illustrated as Figure 5(B1). In the piechart, the sectors
presents the anomaly scores, including the abnormal parallelism
score of the task and the abnormal duration score of task and substeps. The radius of each sector presents the score value which has
been scaled between 0 to 1(discussed in section 3.2) and the sector’s
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Figure 5: QEVIS supports interactive exploration of the query execution with multiple views. (A) Query list view present presents
all the query candidates for users to quickly scan and select; (B) query overview provides the overall query execution including
the anomaly degree and plan level execution progress; (D) entity list view shows the statistics at multiple levels of details; (C)
system view reports task distribution and system performance, which allows users correlated the system status with the query
execution.
color presents the type of anomaly. Users can configure the context
to visualize, such as the types to show.
4.3.2 Progress view. Progress View presents the overall time usage
of the each vertex and the logic relations among these vertices. A
basic method to visualize the progress of vertices is Gantt chart [21]
enhanced with links, which is adopted by Tez UI, spark UI, etc. The
progress bars representing different vertices are listed vertically in
this view and ordered by the start time of the vertices. The length
of bar encodes the duration of the task. Such visual design doesn’t
consider the dependencies among vertices and thus results in the
visual clutter caused by edge crossing, making it difficult to observe
dependencies. Moreover, since each vertex takes the whole line, it
always require a large image to place all vertices.
To tackle this problem, we design Algorithm 1 for the layout
of DAG consisting of vertices and dependences. As the horizontal
position and width of the vertices encode the temporal information,
only the vertical positions can be adjusted to optimize the layout.
For an edge 𝑒 : 𝑢 → 𝑣, we call 𝑢 a child of 𝑣 and 𝑣 a parent of 𝑢.
Moreover, we define the root of a DAG as the vertex with no parents
(i.e., those producing the final result). As described in Algorithm 1,

the process() method uses an in-order traversal to process the
vertices in the TDAG, in which place() is a function that tries to
determine the vertical position of a vertex in the canvas. In our
initial design, we follow existing approaches to place each vertex
in an exclusive row. As shown in Figure 6(B), this layout illustrates
a clearer dependency structure compared with Figure 6(A) as the
sibling vertices are placed close to each other. However, this method
requires a large canvas because each vertex takes up a row, which
is a waste of the vertical space.
To provide a tight layout, we use the place() method in Algorithm 1, which tries to place the vertices at the top of the canvas. If
a vertex overlaps with existing vertices, we move it down by the
width of a bar (i.e., 𝑢ℎ). If place() cannot find a position for the vertex in the canvas, it returns False, indicating that the height of the
canvas is not enough. In this case, we increment the height of the
canvas and place the vertex at the bottom of the canvas. Figure 6(C)
shows this layout requires a smaller canvas than Figure 6(B).
For the each vertex, there are two optional visual modes can be
switched by clicking icon
: parallelism mode and sub-step mode.
Parallelism mode. We use a 1D-heatmap to show the number
of parallel tasks over time. A gradient color from white to dark
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blue encodes the number from one to the maximum number of
parallelized tasks of this vertex(shown as the legend in Figure 5(B2)).
Moreover, we color the number zero in a more intuitive way(e.g.,
grey), indicating the execution of a vertex is suspended, which
should be attentioned.
Sub-step mode. In sub-step mode, a vertex shows the run time
percentage of each sub-step in the duration of a vertex. As shown by
Figure 5(B2), we use five colors to present the five sub-steps. The order of the sub-steps is fixed: Initialization, Input(Map)/Shuffle(Reducer),
Processor, Sink and Spill. The length of the 𝑘 𝑡ℎ sub-step of vertex 𝑣
is defined as the following equation:
Í
𝑘
𝑡 ∈𝑃 (𝑣) 𝑡 .𝑠 .𝑑
𝑘
𝐿(𝑣.𝑠 ) = Í
(6)
Í 𝑖 × 𝐿(𝑣)
𝑡 ∈𝑃 (𝑣) 𝑖 𝑡 .𝑠 .𝑑
where 𝐿(𝑣) indicates the 𝑣’s length in the view
Algorithm TDAGLayout (root set R, canvas canvas)
for 𝑟𝑜𝑜𝑡 in R do
process (𝑟𝑜𝑜𝑡, 𝑐𝑎𝑛𝑣𝑎𝑠)
Procedure process (node v, canvas canvas)
for 𝑐 in 𝑣 .𝑐ℎ𝑖𝑙𝑑𝑟𝑒𝑛 do
process (𝑐, 𝑐𝑎𝑛𝑣𝑎𝑠)
if place (𝑣, 𝑐𝑎𝑛𝑣𝑎𝑠)= False then
𝑐𝑎𝑛𝑣𝑎𝑠.ℎ𝑒𝑖𝑔ℎ𝑡 ← 𝑐𝑎𝑛𝑣𝑎𝑠.ℎ𝑒𝑖𝑔ℎ𝑡 + 𝑢ℎ
𝑣.𝑦 ← 𝑐𝑎𝑛𝑣𝑎𝑠.ℎ𝑒𝑖𝑔ℎ𝑡 + 𝑢ℎ
Procedure place (node v, canvas canvas)
𝑣.𝑦 ← 0
while 𝑣.𝑦 + 𝑢ℎ < 𝑐𝑎𝑛𝑣𝑎𝑠.ℎ𝑒𝑖𝑔ℎ𝑡 do
if 𝑣 overlapps with exsiting vertices then
𝑣.𝑦 ← 𝑣.𝑦 + 𝑢ℎ
if 𝑣 .𝑦 < 𝑐𝑎𝑛𝑣𝑎𝑠.ℎ𝑒𝑖𝑔ℎ𝑡 then
return True
else
return False
Algorithm 1: The TDAG layout procedure

4.4

Entity List View

Entity List View works as auxiliary components to allow the users
to view the detailed information and statistics at multiple levels of
detail: vertex level, vertex-machine level, and task level. This view
is designed as a three-layer table view shown in Figure 5(C).
By default, this view list all the statistics of tasks of vertex row
by row (i.e., Vertex level in Figure 5(C)). From left to right, the information includes the vertex id, the number of machines executing
this vertex to the total machine number, the ratio of task belongs to
this vertex to all tasks and the vertex’s metric visualization. Users
can click on the triangle at the leftmost side to list all the machines
executing this vertex (i.e., Vertex-machine level in Figure 5(C)). The
machine id, percentage of the tasks, and the metric visualization
are displayed from left to right. Similarly, for the detailed exploration, users can continue clicking the triangle icon to list all the
tasks(i.e., task level in Figure 5(C)), in which only the task id and
metric visualization are shown.
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The last column of the table is the metric visualization. The
feature of interest includes the duration, time usage, data read, data
processed, data generated, etc., which can be switched through the
dropdown menu at the top of the Entity List View. We implement
two visualization forms to present the metrics based on different
analysis purposes and data characters. For the duration, we use
a horizontal bar to present the start and end time of an entity
like the Gantt chart. Specifically, for the entity at vertex level or
machine-vertex level, the bar indicates the earliest start time and
the latest end time of the tasks involved. For the other metrics, the
values are visualized by the rug plot [11](shown as Figure 5(C1)).
The x-axis indicates the range of value which is from zero to the
maximum. The value of each task is visualized as a vertical line
segment colored as black.

4.5

System View

The system view consists of a distribution view and a system performance view, which provides a detailed description of the performance in the machine level.
4.5.1 Distribution View. The distribution view visualizes the temporal information distribution and dependency distribution of a set
of tasks.
Task distribution: Many existing tools [12, 14] use the Gantt chart
to display the progress of tasks shown in Figure 7(A). However, the
Gantt chart suffers from severe scalability problem for our applications because there are thousands to millions of tasks executed in a
query. In order to visualize all the tasks in a limited view, the height
of each task becomes too small to be observed by users. Moreover,
the Gantt chart makes it difficult to compare the length of the bars
due to the lack of proper alignment. This hinders the user’s ability
to discover task group patterns such as clusters and to identify
abnormal tasks.
To solve this problem, we design a scatter plot-based visualization plotting the tasks and dependencies as dots in the canvas,
which is shown in Figure 7(B). Figure 7(C) illustrates the detailed
design. In the square canvas, the vertical coordinate (from top to
bottom) and horizontal coordinate (from left to right) indicate the
start time and end time of tasks, respectively. Thus, each task can
be visualized as a dot in the view.
In this design, the horizontal bars in the Gantt chart are simplified
as dots, and thus a larger number of tasks can be visualized as a point
cloud in the canvas. The point cloud may suffer from visual clutter
due to the overlap of the dots, but we argue that it enables easy
identification of clusters and outliers, which helps users observe
group patterns and pinpoint suspicious tasks. As the start time and
end time of a task are mapped to the horizontal and vertical axis,
the horizontal distance between a dot and the diagonal line(the
dashed line in Figure 7(B)) of the canvas represents the duration
of a task (see task 𝑡 1 in Figure 7(B) for an example). When a user
moves the mouse on a task, a grey dashed auxiliary line parallel to
the diagonal line and passing through this task will appear to help
users to compare the duration between this task and the others. If a
task has a longer distance to the diagonal line than the other tasks,
it is likely to be abnormal. In this design, all the tasks will be placed
in the right top half portion. Moreover, we use green and orange
color to encode the map and reducer task for quick identification.
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Figure 7: Visual design for the system view.
We compare our design with the Gantt chart in Figure 7(A), in
which the Gantt chart is scaled to use the same canvas size. The
results suggest that it is easier to observe the overall temporal
distribution and identify the outliers in our design.
Dependence distribution: In a distributed system, a dependence
indicates the data transmission between two tasks. Two types of
dependences are observed during the query execution: C1) the dependences that their subsequent task start after the preceding task’s
end time, and C2) the dependences that their subsequent tasks start
before the preceding task’s end time. Ideally, most dependences are
the first type(C1) which indicates the tasks are executed according
to the schedule. C2 is the abnormal case because the preceding
tasks finish beyond exception, resulting in the suspending of the
subsequent task. The existence of C2 dependences indicates the
unexpected system problem, which should be highlighted. Based
on the visual design of task distribution(section 4.5.1), a intuitive
way to visualize the dependences is to draw links connecting the

preceding task dots and subsequent task dots as the node-link diagram. However, this design tends to cause visual clutter when the
task number is largely due to the cross of the links. To solve this
problem, we follow the idea of task distribution and project the
dependences as dots on the canvas.
In our first design, we map the dependence to the canvas with the
x-coordinate indicating the end time of its preceding task and the
y-coordinate indicating the start time of subsequent tasks, which is
shown as the dashed red circle 𝑑𝑡′1,𝑡 2 and 𝑑𝑡′1,𝑡 3 in Figure 7, where
′ indicates the dependence from task 𝑎 and 𝑏. In this design, the
𝑑𝑎,𝑏
dependences of C1 will be placed at the bottom left portion, which
is shown as 𝑑𝑡′1,𝑡 3 . While the dependences of C2 will be projected
at the top right portion shown as 𝑑𝑡′1,𝑡 2 . In this design, we find the
dependences of C2 are always mixed with the dots of tasks. Thus,
it is difficult to observe and select them. We update our design by
switching the x-, y-coordinate of dependences, which is shown as
the red solid circle 𝑑𝑡 1,𝑡 3 and 𝑑𝑡 1,𝑡 2 . Moreover, since the normal
dependences of C1 don’t provide useful information for users to
evaluate the query execution, we remove them from the view to
avoid the overlap with task dots. With this layout, the vertical
distance between the dependence and the diagonal line encodes
the waiting time of the subsequent task.
This design utilizes the left bottom half of the canvas and allows
users to discover the abnormal dependences among the tasks. To
facilitate interactive exploration, we implement several interaction
mechanisms in the task distribution. For example, once a task is
selected, its dependences, preceding and subsequent tasks will be
highlighted by colors. This view also supports the interactions such
as semantic zoom and drag to locate the details of interest.
4.5.2 System Performance View. As introduced in Section 3.1, several system performance metric data are collected, including CPU
usage, memory usage, network IO, and Disk IO. These data can be
modeled as multi-dimensional time-series data. For example, for
a machine with 12 CPUs, the CPU usage is a temporal sequence
with 12 dimensions. We implement the line chart and heatmap
to visualize the multi-dimensional time-series data, which can be
chosen by users. Compared with heatmap, the linechart is more
accurate but to cause visual clutter when the dimensional number
is large. As the default setting, we use heatmap for CPU and disk
usage and use linechart for the network IO and memory usage. To
support correlating task execution with system performance, we
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set the same time scale for both the task distribution and system
performance (as a means of alignment).

4.6

this part, we show how QEVIS helps understand query execution
and pinpoint problems with four real cases from the production
environment.

Interactions

To facilitate interactive exploration, QEVIS supports flexible interactions.
Show and hide the label: Several views such as Progress View and
Task Distribution View use legend to illustrate the visual encoding
of colors. During the interactive exploration, we find sometimes
the legend will block the context of visualization. Thus, users can
choose to show or hide these legends according to their needs.
Moreover, the name label of vertices in the Progress View and the
numerical labels in the Entity List View can also be hidden on
demand.
Cross-view link and interaction: QEVIS automatically links related visual elements in the different views. For example, when
users hover the mouse on a vertex in the Progress View, all the
tasks of this vertex will be highlighted in a different color in the
System View. Conversely, if the user hovers the mouse on one
task dot in the Task Distribution View, the associated vertex in
the Progress View and Entity List View will be highlighted with
different stroke colors. Moreover, the Task Distribution View, once
a task is selected, its preceding and subsequent tasks set will be
highlighted in red and blue, respectively. Moreover, when the users
click on the dots in the Task Distribution View, the Entity List will
be automatically expanded to show the corresponding task and the
machines executing this task (shown in Figure 5(C)), thus users can
quickly observe the corresponding metrics.
Temporal linkage: In the Query Overview, the Progress View
of different queries will share the same time axis to support the
comparison of different queries (shown in Figure 5(B2 and B3)). In
both System View and Progress View, the user can select the time
range to focus on the period of interest. If the time range is selected
in one view, other views will adjust their time ranges accordingly.
Show detail information interactively: When users put mouse
on an elements for more than three seconds, a widget with the
detailed information will be displayed. As shown in Figure 5(D3),
the information such as the data read, processed, and time usage of
sub-step are shown when the task is selected.
Use mode: To facilitate different exploration purposes, QEVIS
can run in two modes: (i) monitor mode, which shows the query
execution progress in real-time, all the elements in the UI will be
automatically updated; (ii) analytic mode, which allows users to
conduct post analytics through flexible interactions.
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USE CASES

QEVIS has been used in two companies to analyze and optimize
query execution for three months. The engineers find that the visualizations of QEVIS are much more intuitive and flexible than
system log and existing solutions such as Tez UI and Dr. Elephant.
They also think that QEVIS is a powerful tool by showing multiple aspects of query execution (i.e., vertex-level execution graph,
tasks and system status) and correlating different aspects via coordinated views. They report that QEVIS makes it easy to identify
problems and significantly improves the efficiency of their work. In

5.1

Identify System Problems

The query is executed on a cluster with 12 machines and runs for
about 623 seconds, which is much longer than expected. Thus, the
we use QEVIS to find the reasons.
The execution plan of the query is shown in Figure 5(A). By
checking the progress view in Figure 5(b2), we find that Map-1 has
a significantly longer duration than the other vertices and has a long
grey region indicating no tasks of vertex-1 are executed during this
period. However, Reducer-2, a vertex that depends on Map-1, finishes quickly after Map-1 completes, and the same applies for other
reducer vertices(Reducer-3 6, 8, 10, 11) according to Figure 5(b2).
Thus, we guess that Map-1 may be the performance bottleneck
and conjecture that Map-1 has abnormal tasks, which lead to its
long execution time. We hover the mouse on Map-1 to highlight
its associated tasks in purple in the task distribution in Figure 5
(D). We observe that Map-1’s tasks form two groups far away from
each other, as shown in the dashed ellipse in Figure 5(D). By checking the purple-colored tasks in the system views via cross-view
linking, we find that the tasks in the left-top corner are executed
on all five machines while the tasks in the right-bottom corner are
only executed on machine dbg18 (Figure 5(d1)). In addition, dbg18
executes far fewer tasks than the other machines, which suggests
that dbg18 may have hardware problems. After a check, we found
that something is wrong with the network of dbg18, which causes
the resource manager to allocate a small number of tasks to it and
the long execution time of its tasks.
Beside Map-1, we notice that another vertex, Map-24, also has a
long duration. By hovering mouse on Map-24 to mark its tasks, we
find that none of them are executed on dbg18, and thus dbg18 is
not the only performance bottleneck. In the task distribution, we
observe that one task of Map-24 runs for a long time on machine
dbg19. Moreover, the system view shows that dbg19 also executes
far fewer tasks than the healthy machines (i.e., dbg14, dbg16 and
dbg20), and tasks on dbg19 generally have a long duration. Then
we check the system view and select all the system profiling views
by clicking the checkbox on the right top corner. We find that the
CPU usage heat-map of dbg19 has large red regions, as shown in
Figure 5(d2), indicating high CPU utilization. After a check, we find
that several computation-intensive programs are also executed on
dbg19 when running the query, resulting in resource contention.
To address the identified problems, we remove machine dbg18
and kill the computation-intensive programs on machine dbg19.
The query finishes within 200s this time (compared to 623s before).
In the progress view, we observe that the duration of both vertex
Map-1 and Map-24 are much shorter than before, as shown in
Figure 8(A). We also find that all tasks are close to the diagonal line
in the task distribution in Figure 8(B), indicating that they all have
a short duration (thus no straggling task).

5.2

Reason Task Failure

The second query is run on a cluster with eight machines. In the
Performance Matrix View (Figure 9(A)), we select the 𝑆𝐴𝐷𝑆 and
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from the Progress View, we observe that Map-8 uses the output of
Reducer-3 as input.
With the above observations, we conjecture that the two tasks
of Reducer-3 failed because of resource deadlock. Reducer-3’s tasks
wait for input from Map-8’s tasks as shown in Figure 9(c2) but all
the workers in dbg19 and dbg20 are used, thus Map-8’s tasks cannot
be scheduled. The system handles this problem by killing two tasks
of Reduce-3 on dbg19 and dbg20 after detecting a long period of low
resource utilization. This leaves two workers to execute Map-8’s
tasks and thus Reducer-3’s tasks finish quickly after receiving input
data. The data dependencies in Figure 9(c4) show that there are
data transfers from Map-8’s tasks(Figure 9(c4)) to the Reducer-3’s
tasks (Figure 9(c3)), which supports our conjecture.

5.3

C

D

Figure 8: Re-execute the query in case study 1 after removing
a unhealthy node and killing the CPU-bound programs.
𝑆𝐴𝑃𝑆 of tasks which are shown as the green and red sectors. We find
that Reducer-3 has a high abnormal duration score and Map-8 has
a high abnormal parallelism score. Then we use Entity List View to
check the task duration distribution by selecting “TimeUsage” and
clicking “R3”(indicating Reducer-3) (Figure 9(B)). We find the time
usage of tasks concentrate at two sides of the metric visualization
(dashed ellipse regions in Figure 9(B)), indicating that most of the
tasks finished quickly, but few tasks run in a long time. We also
notice that in the Progress View (Figure 9(B)), a long grey region
indicating the execution of Map-8 is suspended seriously, resulting
in the high abnormal parallelism score. Then we try to use System
View to find more details. Since dbg19 and dbg20 have significantly
higher abnormal parallelism scores than the other machines, we
select the Task Distribution View of all tasks (Figure 9(B)) and
System Views of dbg19 (Figure 9(C)) and dbg 20 (Figure 9(D)) for
further analysis. As shown in Figure 9, we find most tasks are
located close to the diagonal line while several outliers of Reducer3 are far from the diagonal line, indicating long duration. In addition,
two of these tasks failed (marked with grey stroke in Figure 9(c5))
and we want to know why. By checking task count in the System
Performance View (Figure 9(d1, e1)), we find that both dbg19 and
dbg20 run the maximum number of tasks during the execution
period of two failed tasks (the range between two vertical lines in
Figure 9(C, D)). Meanwhile, the CPU utilization of the machines is
low until the two tasks fail. This suggests that the tasks of Reducer-3
use up all workers but do nothing until the system kills the two tasks.
Moreover, when highlighting the tasks of Map-8 by hovering the
mouse, we find another unusual pattern – the tasks of Map-8 form
two separated clusters (shown as the purple dots in Figure 9(b1,
b2)). The tasks of b2 are just dispatched to machine dbg20 and
dbg19, which execute the failed tasks (Figure 9(C and D)). Moreover,

Detect Data Skew

The third query is executed on eight machines. In this case, we
first observe Progress View with the sub-step model. We find that
the progress bar of Reducer-3 is green, indicating the input/shuffle step almost takes all the execution time of Reducer-3 (shown
in Figure 10(A)), which is abnormal. Then we observe the Task
Distribution View of all tasks as shown in Figure 10(B). Through
interaction, we find the tasks of Reducer-3 are all concentrated in a
very small region shown in Figure 10(b2). When hovering mouse
the on b4, we find all the tasks of b2 are colored as blue indicating b4
is b2’s upstream task and the tasks of b2 are all delayed because they
are waiting for b4. Moreover, we find that task b4 is significantly
longer than the other tasks, which means b4 is the bottleneck of the
whole query. Then we try to explore the reason. After clicking the
task b4, the Entity List is extended and the task of b4 is highlighted
with purple stroke (shown in Figure 10(C)), when we change the
metric to “𝐹 𝐼𝐿𝐸_𝐵𝑈𝑇𝑌 𝐸𝑆_𝑅𝐸𝐴𝐷”, and find the data input by this
task is 1000 times more than the other tasks of Reducer-2. This
suggests that the reducer vertex suffers severe data skew, which
can be addressed by adjusting the hash function that decides the
data partitioning among the reducer tasks.

5.4

Discover Abnormal Workers

The fourth use case is a query that runs on a cluster with twelve
machines but found to be slower than it used to. We check the
Progress View (Figure 11(A)) and observe a long grey range in
vertex Map-1 (in the rectangle of Figure 11), which means that Map1 is suspended for a long period. We then turn on the Performance
Matrix View and select the Parallelism Anomaly option to identify
machines that cause this problem. As shown in Figure 11(B), the
red circles of Map-1 (suggesting large SADS) and machine dbg04
are significantly larger than the other cells, indicating that the
anomaly is likely to occur on machine dbg04. Thus, we select dbg14
by clicking the checkbox at the left side of the performance matrix
and display the System View (Figure 11(C)). In the Task Distribution
View, we find that an outlier task of Map-1 (the green dot marked
by a red dashed circle) is far way from other tasks. We select this
task by mouse hover, and all its downstream tasks are highlighted
with blue stroke. We observe several interesting visual patterns: 1)
tasks on the left side of t appear on a vertical line (Figure 11(d1))
and CPU profiling shows a dark vertical line at the same time
(Figure 11(d4)); and 2) tasks on the right side of t all finished very
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Figure 9: Use QEVIS to analyze task failure.
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blank strip appear at the top before task t run, which indicates that
at least one worker does not work during this period. We guess
that this is because the worker executing task t is not scheduled
properly. To confirm this hypothesis, we check the log and find
that a worker restarts during this period, resulting in the late of
execution of task t.
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Figure 10: Use QEVIS to detect data skew in case study 3.
quickly (Figure 11(d2)). These visual patterns show that the reducer
tasks can finish in a very short time but (Figure 11(d1)) are all
waiting for 𝑡, which wastes resource.
Then we explore why task t starts late. In our first use case
(see Section 5.1), the reasons is bad network, but we exclude this
possibility as all other tasks run as expected. Moreover, we find that
system performance statistics such as CPU usage, memory usage,
network IO and disk IO are all normal, indicating that resources
are sufficient. By checking the task count, we find that a horizontal
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RELATED WORK

Tools for understanding and analyzing distributed queries have
been extensively studied due to the popularity of big data systems
and the complexity of distributed query execution. According to
their functionalities, they can be classified into four categories. i.e.,
understanding query logic, understanding execution plan, real-time
monitoring, and post-analysis and diagnosis.
Understand query logic: In large-scale data analytic applications, many queries are obtained by adjusting existing templates,
which can be complex and difficult to read. Thus, precise understanding of query logic is critical, and many tools leverage intuitive visualization to help users quickly understand complex
queries [15, 20, 22, 26, 27, 30]. Representative tools, such as GraphSQL [20], Visual SQL [27] and QueryVis [30], utilize node-link
diagram to show the topological structure of query sub-steps unambiguously. Specifically, QueryVis [30] proposes a visual formalism
to provide expressive visual vocabulary encoding for the meaning of SQL queries. The method minimizes redundant visual elements, thereby making query logic clear. GraphSQL [20] and Visual
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visualization into the execution plan view, avoiding frequent page
switching during exploration. Spark UI [12] provides rich information about jobs run on Spark. It monitors the status of the executors
and show execution progress at multiple levels of details in timeline.
Statistics such as time usage, failed jobs, and waiting time are also
displayed on different pages. Tez UI [14] is similar to Spark UI but
monitors for the Tez engine.
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Figure 11: Use QEVIS to discover the abnormal workers.

Post-Analysis and Diagnose: The post-analysis and diagnosis
tools usually do not provide real-time feedback to users, and instead
leverage tailored indexes and algorithms to provide in depth insights or diagnose results [8, 17, 23, 24, 28, 29, 31–33, 35, 39, 42–44].
For example, Dr. Elephant [8] uses statistical methods to evaluate
jobs executed on Hadoop or Spark, and make suggestions such
as code optimization or increasing virtual memory to users. DBSherlock [44] provides a UI for users to select abnormal queries
on transnational databases and then detect the if anomalies existed in the selected range. If anomalies are detected, DBSherlock
analyzes the statistics and system configurations over time and
explains the anomalies in a descriptive way or uses actual causes.
iSQUAD [32] allows users to label abnormal queries offline and
then perform online root causes identification using a Bayesian
model. However, most of these tools work as a black-box, which
delivers final diagnose results but do not provide evidence. Thus,
users may be confused when the results are different from their
expectation. We refer the interested readers to [25] for a systematic
survey on database query debugging and performance analysis.
QEVIS covers all these functions above and provides rich visualization and interactions which support users to explore the
query execution at different levels of detail. Specifically, the delicate visualization design allows users to discover the query execution patterns quickly; the cross-view interactions enable users
to navigate between different levels of exploration smoothly, and
coordinated-views help users to correlate anomalies with the system performance, which helps users to easily reason the abnormal
query executions.

SQL [27] propose visual query languages, which support query
visualization and interactive query adjustment.
Understand execution plan: Accurate understanding of execution plan is essential for system-level analysis (e.g., problem diagnosis and improve query optimizer). VQA [38] displays execution
plan as a tree, where nodes represent operators and edges represent dataflows between operators. Tools such as Tez UI [14], Spark
UI [12] and Perfopticon [34] use DAG to visualize the structure of
execution plan. In Perfopticon, the DAG is visualized hierarchically.
The vertex in the DAG (named “segment” in the paper) can be
expanded to show the operators in it.
Real-time monitoring: Query progress and system performance
monitoring tools are crucial for engineers to observe query execution progress and system performance. Profiling softwares [3, 7,
9, 10, 13] show real-time system performance such as CPU usage,
memory usage, disk IO, network status, etc. Other tools [1, 12, 14,
38] provide more detailed information for specific architectures.
For example, Ambrose [1] conducts coarse grained monitoring of
MapReduce workflows, which includes the status of each job and
the logical dependencies among the jobs. VQA [38] visualizes query
execution progress at the operator level by integrating progress
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CONCLUSIONS

Understanding the query execution process in the distributed system is crucial for system maintenance and improvement. In this
work, we propose QEVIS, an interactive visual analytics system for
monitoring and analyzing the distributed query execution process.
The features of QEVIS include: (1) an anomaly scoring method and
corresponding visualization design to demostrate the overall anomaly degree of the query execution; (2) a space-efficient algorithm
to layout the TDAG for execution plan, which jointly displays the
overall execution progress of each vertex and the vertex dependencies; (3) an entity list that provides comprehensive information for
analyzing task sets or individual task. (4) a novel scatter plot-based
visual encoding to visualize many tasks and their complex dependencies, which also incorporates system performance statistics to
enable users to reason query performance. Four real-world case
studies show that QEVIS is effective in identifying system problems,
reasoning task failures, detecting data skew, and discover abnormal
workers.

QEVIS: Fine-grained Visual Understanding of Distributed Query Execution
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